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 Entity resolution is a fundamental problem in data integration dealing with the 
combination of data from different sources to a unified view of data. Entity Resolution 

is the task of identifying the same real-world object across different entity profiles. It 

constitutes an inherently quadratic process, as it requires every entity profile to 
compared with all others. In the context of highly heterogeneous information spaces, an   

obstructive method depends on redundancy in order to ensure high effectiveness with 

lower efficiency. The coarse-grained block processing techniques that discard entire 
blocks either prior or during the resolution process. These processes are partially 

unsatisfactory and discard the entire block during the resolution process. Entity 

resolution can reduce the complexity by proposing canonical references to particular 
entities and duplicating and linking entities. Duplication and organize significantly 

reduced the complexity of the network from higher order graph to low order graph. In 

this paper, we introduce “Meta-Obstruction” as a generic procedure that intercede 
between the creation and processing with few comparisons with higher effectiveness 

along with which we separate the mail conversation under a label that has all the user 

names. Entity Matching is an important and difficult step for integrating data. The 
quality of obstructive collection is measured in terms of two criteria’s efficiency and 

effectiveness. It compares most similar pairs of entities with more information and 

encapsulate in entity relationships. It discards all redundant comparisons. 
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INTRODUCTION 

 

Entity resolution is the task of identifying the 

same real-world object across different entity 

profiles. It constitutesan inherently quadratic process, 

as it requires every entity profile to be compared with 

all others. Therefore, it typically scales to large data 

collections through approximate methods that trade 

off effectiveness (i.e., percentage of detected 

duplicates) for efficiency (i.e., number of executed 

pair-wise comparisons). Data blocking, the most 

popular of these methods, groups similar entity 

profiles into blocks and exclusively performs the 

comparisons within each block. Blocking methods 

are generally distinguished in two categories: those 

forming non-overlapping blocks (i.e., redundancy-

free), and those placing every entity profile into 

multiple blocks (i.e., redundancy-bearing). 

Redundancy constitutes an indispensable and reliable 

means of reducing the likelihood of missed matches 

in the context of highly heterogeneous information 

spaces(HHIS), such as the Web of Data and 

Dataspaces. The reason is that HHIS involve 

extremely large volumes of data, high levels of noise, 

and loose schema binding. Though beneficial for 

effectiveness, redundancy comes at the cost of lower 

efficiency, as it increases the number of required 

pair-wise comparisons. In this paper, we investigate 

ways of compensating for its effect on efficiency 

without sacrificing its high effectiveness. 

As an example, consider the entity collection 

presented in Fig. 1a, where the entity profiles p1 and 

p2 describe the same real-world objects as profiles 

p3 and p4, respectively. Although the values of the 

duplicate profiles are relatively similar, every 

canonical attribute name has a different form in each 

of them; the name of a person, for instance, appears 

as “FullName” in p1, as “name” in p2 and as “full 

name” in p3. This situation is further aggravated by 

the tag-style values; e.g., the name of person p4 is 

not associated with any attribute value. In these 

settings, redundancy-free blocking methods can only 

be applied on top of a schema matching method that 

maps all entity profiles into a canonical schema with 

attributes of apriori known quality. However, 

although schema matching seems straightforward in 

our example, it is not practical in large-scale 

collections of user-generated data: Google Base1 
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alone encompasses 100,000 distinct schemata 

corresponding to 10,000 entity types. Thus, in this 

work we exclusively consider redundancy-bearing 

blocking methods and aim at improving their 

efficiency. 

Not all of these methods, though, share the same 

interpretation of redundancy. For the redundancy-

positive blocking techniques, the number of common 

blocks between a pair of entity profiles is 

proportional to their similarity and, thus, the 

likelihood that they are matching. In this category 

fall methods that associate each profile with multiple 

blocking keys, such as q-grams, Suffix Array, 

HARRA  and schema-agnostic blocking. To illustrate 

their functionality, consider Fig. 1b, which depicts 

the blocks that are produced after applying the 

simplest form of schema-agnostic blocking to the 

entity collection of Fig. 1a. Each block corresponds 

to a distinct token that has been extracted from at 

least one attribute value, regardless of the associated 

attribute name(s). Thus, the more blocks two entity 

profiles share, the more likely they are to describe 

the same real-world object. 

In contrast, redundancy-negative blocking 

methods regard the high number of common blocks 

among two entity profiles as a strong indication that 

they are unlikely to be matching. For them, highly 

similar profiles share just one block. A typical 

example of this functionality is canopy clustering: 

after selecting a random seed pi, the most similar 

profiles are placed in the same block with pi and are 

removed from the pool of candidate matches; thus, 

they cannot be included in any other block. In the 

middle of these two extremes lie redundancy-neutral 

blocking methods, which involve the same number 

of common blocks across all pairs of entity profiles 

(e.g., sorted neighborhood). In this category also fall 

methods that are not suitable for drawing conclusions 

about the matching likelihood of two profiles from 

the blocks they have in common (e.g., semantic 

blocking). We observe that redundancy-negative and 

redundancy neutral blocking methods are not 

applicable to HHIS. For example, even though 

canopy clustering and the sorted neighborhood 

approaches are scalable to large entity collections, 

they require an a-priori known schema in order to 

create blocks. The same applies to other related 

methods, such as the adaptive sorted neighborhood 

and the sorted blocks approach. In contrast, the 

redundancy-positive techniques have been shown to 

apply to HHIS and scale to millions of entity 

profiles. Therefore, our work focuses on using the 

Meta-obstruction to arrange mail conversations in the 

order we desire to make it easier for us to access. In 

general, comparisons of this kind are distinguished 

into two categories: (i) the redundant ones, which 

repeatedly compare the same entities across different 

blocks, and (ii) the superfluous ones, which involve 

non-matching entities. Continuing our example, we 

can observe that the blocks of Fig. 1b involve eight 

redundant comparisons in the blocks “Smith”, 

“Brown”, “seller” and “91335”. They also involve 

seven superfluous comparisons between all possible 

pairs of non-matching entities in the blocks “car”, 

“seller” and “91335”. Skipping comparisons of these 

types increases blocking efficiency without affecting 

effectiveness. 

Existing block processing techniques enhance 

the efficiency of redundancy-positive blocking 

methods mainly by operating at the coarse level of 

entire blocks. For example, Block Purging a-priori 

discards oversized blocks, which involve an 

excessively high number of unnecessary 

comparisons. To illustrate this notion, consider the 

block of “91335” in Fig. 1b: it contains all possible 

comparisons of the entity profiles in Fig. 1a and the 

only non-redundant comparisons it involves are 

superfluous. A similar technique is Block Pruning, 

which assumes an ordered set of blocks and 

terminates their processing as soon as duplicate 

overhead (i.e., the cost of identifying new duplicates) 

exceeds a predefined threshold dhmax. Processing 

the blocks of Fig. 1b in their order of appearance, the 

initial duplicate overhead in block “John” is dh ¼ 1 

(i.e., one comparison for one pair of duplicates); the 

second pair of duplicates is identified in the fourth 

block “Richard” yielding a duplicate overhead dh ¼ 

3 (i.e., three comparisons for one pair of duplicates). 

For dhmax ¼ 2, the remaining blocks will not be 

examined, thus saving 10 comparisons. Due to the 

coarse granularity of their functionality, though, 

existing block processing methods are unable to 

distinguish the redundant and superfluous 

Comparisons from the matching ones (i.e., those 

involving a non-redundant pair of duplicate entity 

profiles). As a result, they enhance efficiency without 

controlling their impact on effectiveness. Work 

overview and contributions. In this paper, we 

introduce meta-obstruction as the task of developing 

efficient techniques that operate at the level of 

individual comparisons. These methods utilize 

abstract blocking information to achieve maximum 

efficiency gains for redundancy-positive blocking 

methods at a small and controllable impact on 

effectiveness. Meta-obstruction goes beyond existing 

block processing methods by offering principled 

approaches that consider the information 

encapsulated in the set of block assignments (i.e., the 

associations between blocks and entity profiles). In 

essence, it aims at identifying the closest pairs of 

profiles so as to restructure a given set of blocks into 

a new one that involves significantly fewer 

comparisons, while maintaining the original level of 

effectiveness. Meta-obstruction is independent from 

the underlying blocking method and generic enough 

to handle any redundancy-positive block collection, 

regardless of whether it is based on schema 

information or not. We note that meta-obstruction 

does not replace but complements the existing 

blocking methods. It builds on the intrinsic 
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characteristic of redundancy-positive blocking that 

the similarity of two entity profiles is reflected on 

their common block assignments. Meta-obstruction 

operates efficiently because it skips the high 

complexity of computing pairwise, string-based 

entity similarities, relying instead on the block-to-

entity profile associations of the input set of blocks.

 

 

 

 

 
 

 

Fig. 1: (a) A noisy, heterogeneous entity collection, (b) the resulting set of attribute-agnostic blocks, (c) the 

blocking graph corresponding to it, (d) the pruned blocking graph, and (e) an alternative pruned 

blocking graph, 

 

Based on these ideas, we introduce a way to 

consolidate mail conversations effectively by using 

the family of meta-obstruction methods that rely on 

the blocking graph. This is a structure that is 

extracted from the input block collection and 

connects with edges those pairs of entity profiles that 

are compared in at least one block. For instance, the 

graph corresponding to the blocks of Fig. 1b is 

depicted in Fig. 1c; its nodes correspond to the 

profiles of the input entity collection (Fig. 1a) and its 

edges connect the profiles that share at least one 

block. The edges are naturally undirected, and 

weighted according to a scheme that determines the 

tradeoff between the computational cost and the gain 

of comparing the adjacent entity profiles (i.e., the 

benefit for the recall of the ER process, in case they 

are matching). In the example of Fig. 1c, we present 

the simplest scheme, which sets the weight of each 

edge equal to the number of blocks the adjacent 

entity profiles have in common. Also applicable are 

schema-based schemes, which set edge weights 

according to the values of one or more selected 

attributes. The blocking graph forms the basis for 

enhancing efficiency through pruning: edges that do 

not satisfy a predefined criterion are removed, thus 

leading to a smaller number of comparisons. In our 

example, the blocking graph of Fig. 1d can be 

derived from that of Fig. 1c by discarding edges with 

a weight lower than 3, or by retaining the two edges 

with the highest weight. In any case, the remaining 

edges determine a new set of blocks that ideally 

places every pair of duplicate profiles in a separate 

block. Every retained edge is actually transformed 

into a new block that contains only its adjacent entity 

profiles. In our example, the pruned graph of Fig. 1d 

yields two blocks, b1 ¼ fp1; p3g and b2 ¼ fp2; p4g, 

that achieve the same recall as the blocks of Fig. 1b 

with just two comparisons. Overall, the contributions 

of our work are the following: We formalize the 

problem of meta-obstruction and introduce the 

blocking graph as the cornerstone for a family of 

solutions that operate independently of the process 

that created the input blocks.  We coin five schema-

agnostic schemes for weighting the edges of a 

blocking graph. We present two schema-agnostic, 

orthogonal categories of pruning algorithms along 

with two orthogonal dimensions for specifying the 

corresponding pruning criteria. We examine the 

performance of our methods on three large-scale, 

real-world data sets, with the results validating the 

exceptional performance of our methods. The rest of 

the paper is structured as follows: we normalize the 

task of meta-obstruction in to building a solid way to 

organize mail conversations such that user can access 

and search mails more quickly and easily. 

 

Problem: 

Record linkage is the problem of determining 

which database records refer to the same underlying 

entity. It is an integral part of many systems that 

combine information from multiple sources on the 

web. For example, record linkage plays a central role 
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in comparison shopping systems such as Froogle and 

Yahoo! Shopping, where offers made by different 

merchants for the same product must be linked in 

order to allow price comparisons. Another web-

related instance of record linkage is citation matching 

in bibliographic databases such as CiteSeer and 

Google Scholar. Other domains where record linkage 

problem is commonly studied include census and 

mailing data where multiple records describing 

unique individuals and organizations must be linked, 

healthcare records where medical history and 

epidemiological data is integrated from multiple 

providers or time periods, and databases containing 

information automatically collected from the web, 

where duplicates appear due to variations in spelling 

and naming. 

The problem of identifying coreferent records 

has been studied in several research communities 

under different names that include record linkage, the 

merge/purge problem, duplicate detection, 

reference/citation matching, object identification, 

entity name matching and clustering, hardening soft 

databases, fuzzy de-duplication, identity uncertainty, 

robust reading, reference reconciliation, and entity 

resolution. 

Entity resolution At the core of entity resolution 

lie entity profiles describing real-world objects. An 

entity profile is a uniquely identified collection of 

information in the form of name-value pairs. 

Assuming an infinite set of identifiers ID, we can 

formally define an entity profile as follows:  

Definition 1 (Entity Profile). An entity profile p 

is a tuple hid;Api, where id 2 ID is a unique 

identifier, and Ap is a set of name-value pairs hn; vi. 

Naturally, the value v in a name-value pair hn; vi of 

an entity profile p may be unspecified. Similarly, the 

attribute name n may not be given, thus allowing for 

the representation of tag-style values, as illustrated in 

Fig. 1a. In general, the model of Definition1 is 

flexible enough to accommodate entity 

representations of any complexity, such as those 

employed in Web and Dataspace applications. In the 

following, we refer to this definition using the terms 

entity profile, profile and entity interchangeably. 

In more detail, block building techniques 

transform every entity profile into a (set of) blocking 

key(s) that is suitable for clustering. Profiles with the 

same (or similar) key(s) are grouped together into 

blocks (Figs. 1a and 1b). The resulting set of blocks 

B is called block collection. Depending on the ER 

problem, its elements may be of two types: 

Unilateral blocks contain entity profiles from the 

same dirty entity collection (i.e., Dirty ER). Thus, 

they are all candidate matches and should be 

compared to each other. 

Bilateral blocks are internally partitioned in two 

subblocks that individually contain non-matching 

entity profiles from the same clean input collection 

(i.e., Clean-Clean ER). Thus, for a bilateral block bi, 

comparisons are only allowed between its inner 

blocks b1i(E1) and b2i (E2). Improving blocking 

through meta-obstruction. The quality of a block 

collection B is measured in terms of two competing 

criteria: efficiency and effectiveness. The former is 

directly related to its aggregate cardinality (kBk), i.e., 

the total number of comparisons it contains: kBk ¼ 

Pbi2B kbik, where kbik is the individual cardinality 

of bi (i.e., total number of comparisons entailed in 

block bi); we have kbik ¼ jbij_ðjbij _ 1Þ=2 for a 

unilateral block bi and kbjk ¼ jb1j j_jb2j j for a 

bilateral block. 

The effectiveness of B depends on the 

cardinality of the set DB of detectable matches (i.e., 

pairs of duplicate profiles compared in at least one 

block). There is a clear trade-off between the 

effectiveness and the efficiency of B: the more 

comparisons are executed (i.e., higher kBk), the 

higher its effectiveness gets (i.e., higher jDBj), but 

the lower its efficiency is, and vice versa. Successful 

block collections achieve a good balance between 

these two competing objectives, as estimated by the 

following, established measures. 

(i) Pair completeness (PC) assesses the portion 

of duplicates that share at least one block and, thus, 

can be detected. It is formally defined as: PCðBÞ ¼ 

jDBj=jDEj, where jDE j is the number of duplicates 

in the input entity collection E. PC takes values in the 

interval ½0; 1_, with higher values indicating higher 

effectiveness for B.  

(ii) Pairs quality (PQ) estimates the portion of 

non-redundant comparisons that involve matching 

entities. Formally, it is defined as: PQðBÞ ¼ 

jDBj=kBk. It takes values in ½0; 1, with higher 

values indicating higher efficiency for B (i.e.,fewer 

superfluous and redundant comparisons). 

(iii) Reduction ratio (RR) measures to which 

degree efficiency is enhanced with respect to a 

baseline block collection Bbs. It is defined as: RRðB; 

BbsÞ ¼ 1 _ kBk=kBbsk and takes values in the 

interval ½0; 1_ (for kBk _ kBbsk), with higher 

values denoting higher efficiency for B. 

Meta-obstruction aims at restructuring a block 

collection B so as to improve its quality. It operates 

on its elements independently of their type (i.e., 

unilateral or bilateral blocks), relying primarily on 

the information encapsulated in their block 

assignments. Its output comprises a new block 

collection B0 that maintains comparable levels of 

effectiveness (i.e., PC), while involving lower 

aggregate cardinality (i.e., higher efficiency) 

In the existing system, We obtain partial results 

“gradually” as we perform resolution, so we can get 

at least some results faster. The partial results may 

not identify all the profiles that correspond to the 

same real world entity. Demerits of the existing 

system are Real-time applications may not be able to 

tolerate any ER processing that takes longer than a 

certain amount of time. We can search the profile 

conversations using from: recipients or to: recipients, 

i.e., it displays corresponding sender conversations. 
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We can split the mail conversation of particular 

persons into separate folders or creating as labels 

only by the manual process.  It takes too much time 

to split up the mail conversations. 

 

Algorithms: 

Send Mail (Algorithm-1): 

Check there is a label for contacts (Recipients). 

If yes, 

1. Send mail to that recipient and mail stored in 

contact label and sent mails. 

Else no, 

1. Create new label (Recipients). 

2. Store mail in created labels and sent mail 

label. 

 

Receiving Mail (Algorithm-2): 

Check there is a label for contacts (Recipients). 

If yes, 

1. Store mail corresponding contact label. 

Else no, 

1. Create new label (Recipients). 

2. Store receiver mail in creating labels. 

 

Meta-Obstruction: 

It involves four steps. 

1. Graph Building 

2. Edge Weighting 

3. Graph Pruning 

4. Block collects 

1. Graph Building 

The process of extracting the blocking graph 

from a bilateral block collection B is outlined in

  

 

Algorithm 1: 

 
 

2. Edge Weighting: 

Five schema-agnostic weighting schemes that 

rely exclusively on evidence drawn from the input 

block collection. 

There are 5 weighting schemes, 

 

(i) Aggregate Reciprocal Comparisons Scheme: 

This scheme is based on the premise that the 

more entities a block contains, the less likely they are 

to match. The reason is that the information forming 

this block is not distinctive enough to group highly 

similar entities. 

 

(ii) Common Blocks Scheme: 

A strong indication of the similarity of two 

entities is provided by the number of blocks they 

have in common; the more blocks they share, the 

more likely they are to match. 

 

(iii) Enhanced Common Blocks Scheme: 

This scheme improves on CBS by adding 

contextual information, not its weights. 

 

(iv) Jaccard Scheme: 

Similar to Enhanced Common Blocks Scheme, 

this scheme aims at enhancing CBS by considering 

the total number of blocks associated with the co-

occurring entities. 

 

 

 

(v) Enhanced Jaccard Scheme: 

This scheme improves on JS by adding 

contextual information to the Jaccard similarity of 

the associated blocks. 

 

3. Graph Pruning: 

This process is based on two essential 

components: 

(i) The pruning algorithm, specifies the 

procedure that will be followed in the processing of 

the blocking graph. 

(ii) The pruning criterion, which determines the 

edges to be retained. 

The Pruning Algorithm 

 

Edge-centric algorithms: 

It selects the globally best comparisons by 

iterating over the edges of a blocking Graph in order 
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to filter out those that do not satisfy the pruning 

criterion. 

 

Node-centric algorithms: 

It iterates over the nodes of a blocking graph 

with the aim of selecting the locally best comparable 

for each entity (i.e., the adjacent entities with the 

largest edge weights). 

 

The pruning criterion: 

The functionality of pruning criteria 

distinguishes them into weight thresholds, which 

specify the minimum weight for the edges to be 

retained, and cardinality thresholds, which determine 

the maximum number of retained edges. 

 

Pruning scheme: 

All possible combinations of our pruning 

algorithms with our pruning criteriaThe combination 

of a pruning algorithm with a pruning criterion forms 

a pruning scheme. 

It contains following schemes, 

  

Weight Edge Pruning (WEP): 

 
 

Cardinality Edge Pruning (CEP) or Top-K Edges: 

 
 

 

Weight Node Pruning (WNP): 
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Cardinality Node Pruning (CNP): 

 
 

4. Block collects: 

Undirected pruned blocking graphs, which are 

produced by the edge-centric pruning algorithms. As 

a result, the new block collection is redundancy-free. 

Directed pruned blocking graphs, which are derived 

from the node-centric pruning algorithms. New block 

collection involves redundant comparisons, since it is 

possible for two retained edges with different 

direction to connect the same entities. Mail in created 

labels and sent mail label. 

 

Experiment: 

Methadology: 

The goal of our experimental study is manifold: 

(I) to demonstrate the benefits of meta-obstruction 

over existing blocking methods,  

(ii) To compare the edge-centric pruning 

schemes with the node-centric  

(iii) To investigate the time requirements of 

meta-obstruction over large blocking graphs with 

millions of nodes and billions of edges.  

(iv) The profile is identified and the mail is sent 

to the respective block. 

In order to reduce the search space (i.e. the 

number of record pairs to be compared), many 

obstructive methods has been proposed. The folder 

created doesn’t exist in the contact of the mail, else 

mail will be stored on the existing folder or block. 

Improve obstruction through meta-obstruction. The 

main idea in obstruction is to group similar profiles 

or Emails together called blocks or folder using 

available information from the profiles. We split up 

the conversation of mails into various folders 

according to the alphabetical order. Inside the 

alphabetical folders again split up into the person’s 

name wise or by email id’s. So we can easily find out 

the mails and the conversation with the persons. We 

need not waste the time to check the older mail 

conversations by the lots of next clicks on the 

account.  

 

Related Works: 

Modules: 

1. User Registration And Login: 

In this module, user should register their details 

and once the details are registered the user will be 

allocated a separate page which will consists of his 

received mails and contacts. The user has to specify 

the mail id and password with which the registration 

was performed inorder to have access to his account 

which consists of all the sent and received mails 

along with the user contacts. 

 

2. Admin: 

 The admin has the liability to set keyword. By 

setting keyword the mails can be directed to the spam 

folder of the user profile. The admin can also have a 

track of conversation between the user and himself 

but not between the other user’s. 

 

3. Labels: 

 Labels is another tab in the proposed mailing 

system where the algorithm is been implemented. In 

this tab, the names of the users in the contact list of 

the particular user is been listed in the alphabetical 

order which makes the user to search the particular 

user easily and here the inbox mails and the sent 

mails of that user gets tabulated into two columns. 

 

Future Enhancement: 

The optimization of this mail conversation is 

portable to particular mailing service to convey the 

message. We have some additional features deliver 

by more attractive to the user experience. To reduce 

the large space for doing Object Matching is time 

consuming. 

We observe that all combinations of pruning 

Schemes with a weighting one require significantly 

less time than the baseline method. For example, the 

most efficient meta-obstruction techniques for 

Dmovies (i.e., CEP in conjunction with CBS or JS) 

are 35 times faster than the baseline. Even the most 
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time-consuming meta-obstruction settings for each 

data set run at least two times faster than the 

baseline. As explained, this should be attributed to 

the efficient materialization of the blocking graph, 

which involves lower complexity than the string-

based techniques for comparing entity profiles. Note 

that optimization techniques can be integrated into 

the implementation of the meta-obstruction and the 

entity comparison methods. For instance, during the 

pruning of the blocking graph, edges with weights 

lower than the specified threshold can be identified 

more efficiently with the help of prefix filtering. No 

such technique was considered, though, in our 

experimental study, since it is orthogonal to our 

evaluation. 

 

Conclusion: 

In this paper, we introduced meta-obstruction as 

a generic task that can be applied on top of any 

blocking method to increase its efficiency at a minor 

cost in effectiveness. We described a family of 

techniques, at the core of which lies the blocking 

graph; they prune its edges with the lowest weight in 

order to derive a new set of blocks that sacrifices a 

negligible amount of matches to save a large number 

of comparisons. We thoroughly evaluated all 

combinations of the proposed techniques over two 

large, real-world data sets. The results demonstrate 

the high efficiency enhancements conveyed by our 

meta-obstruction techniques. In absolute values, 

meta-obstruction helps process the original set of 

blocks 10 to 50 times faster, reducing the required 

comparisons by a whole order of magnitude. We 

used this to consolidate mail conversations by 

comparing the sender and receiver profiles that are in 

the database. In the future, we plan to enhance the 

efficiency of meta-obstruction through the 

incorporation of schema information that depends on 

the underlying application. We also acknowledge 

that meta-obstruction depends on the level of 

redundancy entailed by the underlying block 

collection, which—for some block building 

methods—can be configured by tuning the 

corresponding parameter(s). 
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